
Llamas on the Web: Memory-Efficient, Performance-Portable,
and Multi-Precision LLM Inference with WebGPU

Reese Levine
UC Santa Cruz

Rithik Sharma
UC Santa Cruz

Nikhil Jain
UC Santa Cruz

Abhijit Ramesh
UC Santa Cruz

Zheyuan Chen
UC Santa Cruz

Neha Abbas
UC Santa Cruz

James Contini
UC Santa Cruz

Tyler Sorensen
Microsoft Research

UC Santa Cruz

Abstract
Running language models in the browser presents a unique op-
portunity to build efficient, private, and portable AI applications,
but requires contending with constrained memory availability and
heterogeneous hardware targets. To realize this opportunity, we
present Llamas on the Web (LlamaWeb), a WebGPU backend for
llama.cpp that enables memory-efficient and performance-portable
LLM inference across a wide range of model weight formats in
the browser. Our design significantly reduces memory overhead
through static memory planning and efficient model loading, ad-
dresses cross-device variability through a tunable kernel library,
and introduces templated GPU kernels that support performant
implementations of numerous quantization formats, enabling broad
model support and extensibility to new formats.

We evaluate LlamaWeb on 16 devices from 8 vendors, collecting
data from 10 language models and four model weight formats. We
compare LlamaWeb against existing browser-based LLM frame-
works and find that LlamaWeb requires 29–33% less memory across
several combinations of device, browser, and operating system. We
also evaluate LlamaWeb’s performance against these frameworks
and find that it increases decode throughput by 45–69% across four
GPUs from separate vendors. In addition, we compare LlamaWeb’s
performance against other llama.cpp backends, where it is compet-
itive with and even beats vendor-specific backend performance on
some devices.

1 Introduction
The capabilities of (smaller) large language models (LLMs) are im-
proving rapidly [5, 58], with many model developers releasing
open-weight models that are explicitly designed for edge deploy-
ments [1, 55, 60]. Running models locally can improve inference
latency and energy efficiency [27], especially as AI datacenter power
usage continues to grow [30, 59]. Additionally, local models provide
privacy benefits, with a recent study finding that many frontier
AI companies retain and utilize user conversations for training by
default and lack transparent privacy policies [33].

Capitalizing on these benefits, inference engines designed to run
on consumer and edge devices like llama.cpp [14] and MLX [23]
have risen in popularity over the past few years. These engines often
ship with vendor-specific GPU backends, e.g., MLX is optimized for
Apple GPUs, require expert knowledge to setup correctly, and must
be installed separately on a user’s system, e.g., on the command
line or through an app. On the other hand, web browsers present
an attractive choice for local LLM deployments due to their inte-
gration into many users’ daily tasks [69] as well as their ease of use
and lack of external software dependencies. New frameworks like

Table 1: Comparison of LlamaWeb (this work) to other
browser-based LLM inference frameworks on key metrics.

LlamaWeb WebLLM Transformers.js

Available Models1 177,691 400 41,632
Memory Usage2 Baseline +49% +41%
Performance3 Baseline -35% -41%
Weight Formats4 23 6 7

1

Number of compatible models available in May 2026, measured using publicly
accessible Hugging Face repositories (App. A).
2 Geometric mean comparison of normalized peak browser memory usage across
several configurations during inference of an f16 Llama3.2 1B model (Sec. 5).
3 Geometric mean comparison of normalized decode tokens per second of the same
Llama3.2 model across 4 GPUs (Sec. 6).
4 Number of supported floating-point and quantization formats available for inference
in WebGPU (App. B).

WebGPU [63] enable GPU acceleration within the browser, open-
ing up opportunities for interactive, low-latency usage of language
models. Several existing frameworks such as Transformers.js [25],
WebLLM [57], and wllama [48] target browser-based inference,
with Transformers.js and WebLLM supporting GPU acceleration
through ONNX Runtime [44] and MLC-LLM [46], respectively.

However, existing browser-based systems are limited by several
issues:

• Memory Inefficiencies: Existing browser inference engines
dynamically allocate GPU memory and load weights into
WebGPU inefficiently, leading to slowdowns as memory
grows over the course of execution and even crashes as
some browsers enforce hard-caps on memory per-tab.

• Lack of Performance-Portable Design: Existing frameworks
have limited kernel specialization for different devices, a
critical limitation as WebGPU provides functional porta-
bility but not performance portability. Maximizing perfor-
mance on the diverse hardware targeted by browsers moti-
vates the need for interfaces that allow kernels to be tuned
independently and easily integrated into inference engines.

• Limited Quantization Support: To fully realize the oppor-
tunity of running models locally, inference engines must
support diverse quantization formats that allow upstream
model developers to experiment with strategies like quan-
tization aware training and dynamic weight quantization.
Kernels that operate on quantized models must be perfor-
mant while allowing new formats to be added as needed.

Taken together, these limitations hinder the adoption of cross-
platform and browser-based LLM inference, motivating the need
for new research into techniques to overcome them.
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1.1 LlamaWeb
In this work, we introduce LlamaWeb, a WebGPU backend for
llama.cpp that runs many models supported by llama.cpp with
GPU acceleration in the browser. Our approach is guided by three
key constraints: (1) memory usage must be minimal and statically
allocated, reducing overhead and allowing useful models to run in
the browser on edge devices while avoiding unexpected slowdowns
and crashes, (2) kernel libraries must be flexible and extensible to
support performance portability across WebGPU’s heterogeneous
hardware targets, and (3) support for diverse quantization formats
needs to be a first-class concern.

By building within llama.cpp, LlamaWeb also benefits from an
active open-source ecosystem; for example, the first row in Tab. 1
shows the number of models available in llama.cpp’s GGUF format
on Hugging Face, as compared to models available in other WebGPU
frameworks’ formats. In turn, our work extends this ecosystem to
the browser, enabling the broad collection of models, quantization
strategies, and runtime features developed for llama.cpp to execute
efficiently on WebGPU-enabled devices without requiring platform-
specific native deployments.

Memory-Efficient Local Inference. A central design goal of our
system is minimizing memory overhead during inference. To this
end, we statically allocate all memory necessary to run the model
at startup, including intermediate data structures for operations
like FlashAttention and a fixed-size slotted memory region used
for kernel parameters. We also optimize model loading and data
movement, avoiding unnecessary materialization of model weights
and streaming them asynchronously to GPU memory. In Sec. 5, we
compare memory consumption across multiple devices and two
browsers (Chrome and Safari) and show that these strategies reduce
peak memory usage by 29–33% on average compared to existing
browser-based inference frameworks.

Performance-Portable Kernel Library. Maximizing performance
across diverse GPU architectures requires adaptable kernel imple-
mentations. We develop a kernel library enabling templated shader
generation with device-specific optimization and performance-
portable parameters. For example, parameters like tile sizes for
matrix multiplication can be specialized for different devices or
use performance-portable values. Kernels can also incorporate ad-
vanced features like subgroup operations or subgroup matrix in-
structions when supported, while falling back to more portable
implementations otherwise. At the execution level, we implement
efficient grouping of kernel submission to the GPU and avoid un-
necessary CPU-GPU synchronization.

In Sec. 6, we evaluate this system across a diverse set of models
and devices, running 10 models across 16 devices from 8 vendors. To
our knowledge, this is the largest cross-device, cross-model evalua-
tion dataset collected within a single inference engine framework,
and is the only WebGPU dataset that includes mobile devices. We
compare our performance against native backends, showing how
our kernels achieve portable performance and even beating the
performance of native backends in some instances. We further com-
pare our performance against WebLLM and Transformers.js, with
LlamaWeb outperforming these frameworks by 54–69% on average
during decode. However, during prefill, LlamaWeb underperforms

these frameworks by 21–51% during prefill in the browser, which
highlights room for future improvement.

Quantization-Aware Shader Design. Supporting the wide vari-
ety of quantization formats used in llama.cpp requires careful co-
design of kernels and quantized data layouts. Therefore, we develop
templated kernels that integrate various dequantization routines
directly into computation, e.g., by dequantizing into shared mem-
ory or registers while performing row-column reductions. Our ap-
proach allows us to implement many of llama.cpp’s model weight
formats and far more than other frameworks, as shown in the last
row of Tab. 1. Our routines are also reusable; for example, the same
logic is used when dequantizing weights for matrix multiplication
and when accessing KV-cache entries during FlashAttention. To
evaluate the effectiveness of our design, we evaluate a Llama3.2
model across multiple quantization levels on a range of devices
(Sec. 7), analyzing performance and efficiency trends.

Contributions. In summary, our contributions are:
• A memory-efficient inference engine implementation in

WebGPU that maximizes the number of models that can be
run on memory-constrained devices and maintaining per-
formance and stability across various platforms (Sec. 3.1).

• A flexible and extensible shader library for LLM inference
that allows for external tuning of important parameters,
specializes shaders based on available features, and is pow-
ered by an optimized scheduling runtime (Sec. 3.2).

• A set of core LLM kernels, namely matrix operations, that
are carefully co-designed with llama.cpp’s numerous quan-
tization formats, enabling the deployment of models opti-
mized for different sizes and allowing easy integration of
emerging quantization methods (Sec. 3.3).

Our core WebGPU backend, which currently consists of 8,470
lines of C++ and 44 kernel template files with 11,338 lines of code,
supports 72 core ML operators and 23 data formats, including 32
and 16-bit floating point types and 21 quantization formats. All
our code is open-source and has been integrated into llama.cpp
codebases through over 100 pull requests, and we look forward to
seeing how the community builds on our work going forward.

2 Background
2.1 Language Model Inference
Modern large language models (LLMs) are predominantly auto-
regressive, where tokens, ranging from a single character to an
entire word, are sequentially generated conditioned on previously
generated outputs. The main class of such models are transformer-
based architectures [62], which rely on the self-attention mecha-
nism to process and generate new tokens. Alternative approaches
have been proposed to address the quadratic increase in computa-
tion and memory as sequence length increases in attention mech-
anisms, including architectures based on state space models [21]
and gated convolutions [2].

Most modern models’ inference runtime is dominated by lin-
ear algebra operations such as matrix–matrix and matrix–vector
multiplications. This runtime can be broken down into two dis-
tinct phases: (1) prefill, where an entire prompt is processed, and
(2) decode, where new tokens are generated sequentially. During
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prefill, dense matrix multiplication is used to process all tokens in
the prompt, while during decode matrix-vector multiplication is
often used to process a single token. A model’s representation of
previously processed tokens in the attention mechanism can be
stored in a KV-cache, which is utilized to compute attention scores
when generating new tokens. The complexity of attention has led to
the development of hardware-efficient mechanisms like FlashAtten-
tion [8], which fuses multiple matrix multiplications with a softmax
normalization to avoid multiple round-trips to DRAM on GPUs.

Inference engines such as llama.cpp [14] provide a concrete im-
plementation of these ideas. In llama.cpp, model weights are stored
in a custom binary format (GGUF) which encodes tensors contain-
ing model weights, along with metadata, and can be distributed
through model repositories like Hugging Face. The model architec-
tures themselves are described within the llama.cpp codebase. At
execution time, a dynamic graph of tensor operations is constructed,
ranging from metadata-only operations that do not access or move
the underlying data, e.g., reshape and transpose, to materializing
operations that do move or compute on tensor data, e.g., matrix
multiplication. This directed acyclic graph (DAG) is then linearized
into a topological ordering and executed by different backends.

The llama.cpp codebase contains various backends that allow
models to be executed on diverse hardware, including CPUs, GPUs,
and NPUs. Most existing backends target devices from specific
vendors, including a CUDA backend for NVIDIA GPUs, a Metal
backend for Apple GPUs, and a HIP backend for AMD GPUs. Cross-
platform backends like Vulkan and OpenCL also exist, but no exist-
ing backends were designed with the constraints of browser-based
environments in mind.

Some inference engines, such as vLLM [34], are specifically de-
signed for multi-GPU and server-based inference. These engines
incorporate sophisticated sequence-batching strategies that maxi-
mize throughput and avoid GPU under-utilization during the de-
code phase. While llama.cpp is evolving to support these use-cases
as well, our WebGPU implementation is specifically focused on
low-latency single-GPU inference, e.g., in the browser, so we do
not explore batching in this work.

2.2 Model Quantization
The size of modern language models presents a major barrier to
local deployment. Storing model weights in full 32-bit or even 16-bit
floating point format leads to large memory requirements, often ex-
ceeding the capacity of consumer devices. As a result, quantization
techniques have become essential for enabling efficient inference.
Quantization reduces the precision of model weights (and some-
times activations) to lower-bit representations, such as 8-bit or 4-bit
integers, reducing both memory footprint and bandwidth require-
ments. Llama.cpp supports a variety of quantization formats, with
most following the form:

@8 = round
� G8 − ‘

B

�
� Ĝ8 = B · @8 + ‘ (1)

where G8 is the original weight, Bis a scaling factor, ‘ is an op-
tional offset depending on the format, @8 is the computed quantized
value, and Ĝ8 is the resulting dequantized weight. Weights are quan-
tized by grouping them into blocks and choosing scaling factors
based on the range of weight values within that block, e.g., by

calculating the absolute maximum. The three major quantization
formats supported by llama.cpp are:

• Basic (legacy): These formats use blocks of 32 weights.
Variants like q4_0 and q8_0 are symmetric, i.e., they do not
include offsets, while variants like q4_1 compute and store
offsets per-block.

• K-quants: These formats use blocks of 256 weights, which
are subdivided into blocks of 32, each symmetric and with
their own scaling factor. Scaling factors are themselves
quantized into a single super-block scaling factor, further re-
ducing the memory overhead. While compression of quanti-
zation constants has a long history in signal processing [15],
the design decisions behind llama.cpp K-quants were never
explicitly laid out [31]. However, they are similar to the
double quantization technique introduced in QLoRA [11].

• I-quants: These formats also use blocks of 256 weights,
but are inspired by vector quantization, including methods
like QuIP# [61], where small groups of weights (usually 8)
are encoded as an index to a codebook of reference vectors.

All of these quantization formats are generic; that is, they are not
designed for particular hardware, but rather dequantization is imple-
mented in software and operations are performed on the resulting
values. Along with these generic formats, llama.cpp also supports
hardware-native formats like bf16, nvp4, and mxfp4. These for-
mats can also be emulated in software, and the WebGPU backend
does support mxfp4 emulation in order to run OpenAI’s gpt-oss-
20b model [53], but emulation for other native formats is not cur-
rently supported. Recently, a quantization format called q1_0 was
introduced to support the Bonsai 1-bit model family [55], which
uses symmetric quantization with a single scale for a block of 128
weights. Due to our quantization-aware kernel design, we were able
to easily integrate support for this quantization type with minimal
effort, as described in Sec. 3.3.

Despite their widespread use, there is limited formal documen-
tation or literature describing the design and especially the data
layout of these quantization formats. Many formats rely on non-
contiguous or highly specialized packing schemes that may have
been optimized for specific hardware access patterns. Understand-
ing the trade-offs in quantization block layout with respect to vec-
torization, memory alignment, and GPU execution remains an open
area for future work.

The quantization formats in llama.cpp are weight-only. How-
ever, llama.cpp has also incorporated techniques from other post-
training quantization methods like GPTQ [13] and AWQ [36] into
its quantization tools, and the llama.cpp community is also work-
ing on novel techniques for mixed-precision quantization using
llama.cpp’s standard formats. Model developers can also perform
quantization-aware training [29] using a given quantization format
and deploy the resulting model with llama.cpp.

2.3 WebGPU Programming Model
WebGPU is a modern cross-platform graphics and compute API
designed to provide low-level access to GPU hardware within web
browsers. Despite its name, WebGPU can also be used directly by
native applications, as some WebGPU implementations are indepen-
dent libraries that can run outside browser contexts. Like most other
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GPU programming models, WebGPU separates host-side control
logic from device-side shader execution. While WebGPU supports
both graphics and compute use-cases, for this work we focus only
on its compute capabilities.

On the device side, kernels (called shaders in WebGPU) are writ-
ten in the WebGPU Shading Language (WGSL), which supports
general-purpose compute in a Single Instruction, Multiple Threads
(SIMT) execution model. Threads are organized into workgroups,
where each thread has access to private registers, workgroups share
fast on-chip memory (analogous to shared memory in CUDA), and
all threads can access global device memory. Recent extensions to
the WebGPU programming model include subgroups (analogous
to warps in CUDA), which represent smaller collections of threads
that can execute cooperative operations such as reductions or shuf-
fles using registers. Emerging features such as subgroup matrix
operations further expose specialized hardware units, e.g., tensor
cores, for efficient matrix multiplication.

The WGSL language supports various data-types, including 32
and 16-bit floating points (f32 and f16), signed and unsigned 32-bit
integer types (i32 and u32), and vector types. It does not yet support
specialized types like bf16 [18], smaller integer types like u16 and
u8, or specialized 4-bit types like nvfp4 [50] and mxfp4 [52].

On the host side, applications interact with the GPU (device)
through a structured API. Kernels are compiled at runtime into
pipelines, which define both the executable code and the layout
of bound resources. Data is stored in buffers allocated by the host
and organized into bind groups which are bound to pipelines ac-
cording to specified bind group layouts. WebGPU follows a deferred
execution model; compute workloads are recorded via command
encoders and compute passes, but this work does not execute on
the GPU until the command encoder is finished, i.e., flushed, into
a command buffer, which is in turn submitted to the device queue.
Along with command buffers, work like copying data from one
buffer to another can be submitted to the queue. The granularity
of queue submission, such as how many operations are grouped
into a single compute pass or how many commands are in flight
in the queue, can affect performance and stability, and application
performance can vary across different WebGPU implementations.

WebGPU is designed as a portability layer over multiple na-
tive APIs, with current implementations supporting Metal on ma-
cOS/iOS [3], Vulkan on Linux and Android [20], and DirectX on
Windows [42]. Many major browsers have their own WebGPU im-
plementations: Dawn [16] is used in Chromium-based browsers,
wgpu [40] in Firefox, and WebKit [65] provides its own implemen-
tation for Safari. While WebGPU is primarily designed for browsers,
implementations like Dawn, which is written in C++, can also be
used with native code. Tools like Emscripten [68] enable cross-
compilation of C++ to WebAssembly (WASM), a portable low-level
bytecode that, like WebGPU, is built to abstract over different hard-
ware and platforms [22]. Therefore, although we mainly focus on
inference in the browser in this work, LlamaWeb can also be used
in any environment that supports C++ or WASM.

3 Design of LlamaWeb
Figure 1 gives an overview of the llama.cpp inference engine. GGUF
files are loaded by llama.cpp and the tensor operation graph is

llama.cpp

CUDA

Metal

WebGPU

- Arch definitions

- Model loading

- Tokenizer

- Graph construction

- Manage KV-cache

- Backend dispatch

Core/Runtime Backends

Llama

Model Files (GGUF)

Qwen

Gemma SmolLM

Apple

NVIDIA

Targets

Figure 1: Overview of llama.cpp’s core and backend design.

llama.cpp WebGPU Backend

- Buffer setup
- Graph 
computation

ggml-webgpu.cpp shader-lib.cpp

- Preprocessing
- Pipeline 
creation/caching

Shader Templates

mat-mul flash-attn

- Preprocessor

pre-wgsl.hpp

Dawn

GPU

Emscripten

- Web Worker support
- Model caching

C++/native GPU 
executable

WASM/WGSL 
executable

wllama

Figure 2: Breakdown of the LlamaWeb llama.cpp WebGPU
backend and its different paths for executing on GPUs. The
backend can be built for native execution using Dawn as the
WebGPU implementation, or built for cross-browser execu-
tion with Emscripten.

dispatched to backends through a standardized interface. As men-
tioned, llama.cpp supports numerous backends; our work, the high-
lighted WebGPU backend, targets GPUs from many vendors and
adds support for GPU-accelerated inference in the browser.

Figure 2 shows a more detailed diagram of how the WebGPU
backend is implemented. The main implementation is split into two
files: ggml-webgpu.cpp, which implements llama.cpp’s backend
interface, and shader-lib.cpp1, which handles preprocessing and
compilation of kernels into WebGPU pipelines.

As WebGPU does not have a built-in preprocessor, many We-
bGPU applications have developed ad-hoc preprocessing, e.g., using
JavaScript string substitution and concatenation. Motivated by our
need for a more standard solution that works within llama.cpp’s C++
codebase and is familiar to developers, we built a minimal WGSL
preprocessor which we call pre-wgsl [35]. Pre-wgsl is a header-only
library that is directly included in the WebGPU backend and can
also be used independently either natively or in web environments.

1In this paper we use the term kernels to refer to shaders, but in our code we follow
the WebGPU convention of calling them shaders.
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To run llama.cpp with WebGPU acceleration in the browser, we
add WebGPU support to the pre-existing wllama library, which pre-
viously only supported running llama.cpp through WASM on the
CPU. Wllama includes features like caching models in the browser’s
Origin Private File System (OPFS) [47] and running WebGPU in a
Web Worker to avoid freezing the UI thread. In the rest of this sec-
tion, we describe in more detail the key design points of LlamaWeb.

3.1 Memory-Efficient Browser Inference
In LlamaWeb, memory is statically allocated at startup, ensuring
predictable memory usage independent of prompt or generated
output size. To accomplish this, we do the following: (1) implement
a static parameter buffer “arena” which avoids dynamic GPU buffer
creation and complicated caching logic, (2) calculate up-front any
extra memory needed for intermediate states, e.g., to implement
FlashDecoding [9], and (3) optimize model loading in the browser
to avoid redundant memory and large CPU memory allocations.
Inherited from llama.cpp, LlamaWeb also utilizes a fixed-size KV-
cache which can be allocated before running inference.

Each kernel needs a small number of dynamic parameters, e.g.,
matrix dimensions, passed in. Unlike in other languages, e.g., using
push constants in Vulkan, WebGPU does not yet support a way
to directly pass small amounts of data to kernels at runtime, so
frameworks like WebLLM and ONNX Runtime maintain pools of
small buffers that are dynamically allocated and cached. Though
the memory overhead of these pools is small, when pushing against
the limits of a device’s memory, allocating a new buffer may be the
difference between crashing the page or not. Therefore, LlamaWeb
allocates a single buffer at startup with enough slots to fit the
parameters for a configurable number of kernels. Within the buffer,
we rotate through the slots, and we guarantee that parameters
are not overwritten until the kernel that relies on them finishes.
This simple design also avoids any synchronization logic needed to
maintain a buffer pool, including handling asynchronous callbacks
to release buffers, and avoids memory fragmentation.

During some operations, e.g., FlashDecoding, several workgroups
cooperate on computing attention scores across a single query vec-
tor, and per-workgroup results are stored in an intermediate buffer
which is reduced by a separate kernel. Also for FlashDecoding, as
well as for FlashAttention and sampling operations like top-k, we
implement optimizations that run several kernels, some of which
require intermediate memory storage space. In all cases, LlamaWeb
allocates this extra memory before the model first runs.

Lastly, we optimize wllama to efficiently load model weights.
First, we avoid redundant memory copies by downloading and stor-
ing weights in disk (utilizing OPFS) and never materialize them in
the WebAssembly heap2. Next, we utilize llama.cpp’s asynchronous
loading interface to reduce the memory footprint of the loading
process, using only four 1 MB buffers to stream weights directly
from OPFS into WebGPU buffers. In particular, we found that Safari
has especially strict memory usage limits, so these changes enabled
us to serve larger, more powerful models with our system.

2This is especially important because the WASM heap is grow-only [64], so once
memory is allocated by a tab it can’t be released during the tab’s lifetime.

Table 2: Percentage of time spent in different kernel cate-
gories during prefill (512 token prompt) and decode (128
tokens generated) when running LlaMA 3.2 1B (q4_k_mfor-
mat) on an Apple M3 at KV-cache depths of 0 and 2048.

KV@0 KV@2048

Kernel Category prefill decode prefill decode

Matrix multiplication 92.6% 0.0% 83.4% 0.0%
Matrix-vector multiplication 0.5% 89.9% 0.3% 80.7%
Attention 4.4% 5.3% 14.1% 15.0%
Normalization/elementwise 2.2% 3.0% 2.0% 2.7%
Other 0.3% 1.8% 0.3% 1.6%

3.2 Kernel Library and Execution Scheduling
The WebGPU backend is separated into two layers: the runtime
execution logic and the kernel library. The runtime is responsi-
ble for high-level orchestration; it constructs and passes a light-
weight context to the library that describes the tensors involved,
e.g., shapes, strides, and data types, along with device-specific infor-
mation such as limits and supported features. Then, given compiled
pipelines returned by the kernel library, the runtime handles logic
for execution scheduling and grouping operations into compute
passes, managing command buffer submission, and coordinating
CPU–GPU synchronization.

Given an operation and context, the kernel library first performs
a preprocessing step to construct an appropriate kernel variant.
This includes decisions such as selecting code blocks based on
tensor data formats (e.g., f32, f16, or quantized formats), choosing
between workgroup-level or subgroup-level reductions depending
on device features, determining whether an operation must be
performed in-place (which affects how buffers are bound to the
kernel as WebGPU does not allow buffer aliasing), and configuring
tiling or vectorization strategies. Based on these choices, the library
generates kernel code and compiles it into a GPU pipeline. To avoid
redundant work, compiled pipelines are cached using a key that
encodes the information used to specialize the kernel. Alongside
the compiled pipeline, the kernel library can also return metadata
describing the decisions it made, which can inform subsequent
dispatch shapes and scheduling decisions.

This separation of concerns between the kernel library and run-
time execution logic means that in the future, the library can inde-
pendently evolve to support increasingly sophisticated performance-
portable strategies, including device-specific tuning, dynamic spe-
cialization, and even auto-tuning mechanisms. Currently, we choose
performance-portable parameters for operations like matrix multi-
plication based on a large empirical study, while other operations
use heuristically chosen values for parameters like workgroup size
based on pilot experiments. Kernel compilation incurs a one-time
cost (~1-5 seconds) during the first forward pass on the model, after
which execution proceeds using cached pipelines.

Several categories of kernels are necessary to run a full forward-
pass on a model. Table 2 shows the percentage of time spent exe-
cuting each kernel category for a representative benchmarking run.
Matrix and matrix-vector multiplication kernels dominate runtime
in prefill and decode respectively, while normalization/elementwise
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and other operations, including rotary position encoding and tensor
data movement, are a small percentage of runtime. As expected,
time spent doing attention grows as the KV-cache depth increases.

We now briefly describe our implementations of these different
kernel categories. All kernels are validated using llama.cpp’s testing
infrastructure, which compares the output of running the operation
on the GPU to running a reference implementation on the CPU,
and ensuring the numerical mean squared error (NMSE) across the
output remains under a threshold, commonly 14−7. During devel-
opment, we observed that differences in floating-point rounding
behavior while casting from f32 to f16 values caused higher NMSE
on some devices, e.g., an NVIDIA Tesla T4, so for operations on
f16 tensor data the NMSE threshold is relaxed to 14−6.

General Purpose Kernels. Our library includes kernels performing
a wide variety of general-purpose tasks on the GPU. For example,
it supports many unary, e.g., floor, ceil, abs, and binary, e.g.,
add, mul, div, operations. It also includes support for important
LLM operations like gated linear units (glu), rotary position embed-
ding (rope), and normalizations, and for sampling3, operations like
top-k and argmax. To support state space models, the library also
includes support for convolutions and GPU prefix scans. Although
general operations like these are normally not the largest bottle-
neck in LLM inference, our library design allows these kernels to
be optimized and specialized as necessary, e.g., by using subgroup
reductions or vectorized memory accesses.

Matrix Multiplication. As it is one of the most important opera-
tions used in LLM inference, the library implements extensive sup-
port for matrix multiplication in f32, f16, and quantized formats.
It includes two versions of matrix-matrix multiplication, reg_tile
and sg_mat, which are primarily used during the prefill phase of
LLM inference. Both follow a hierarchical tiling strategy; reg_tile
first tiles into shared memory, then into registers per-thread4, while
sg_mat also tiles into shared memory, but then utilizes WebGPU’s
newer subgroup matrix feature to run cooperative matrix multipli-
cations on specialized hardware like NVIDIA’s tensor cores. The
subgroup matrix feature is not yet available in stable browser re-
leases, but can be used natively in some WebGPU implementations.

The library also includes a specialized matrix-vector multipli-
cation kernel for the decode phase. This kernel tiles the vector in
registers and does a cooperative reduction across each row. When
subgroups are available, the kernel is specialized to perform a sub-
group reduction, otherwise falling back to a generic shared memory
reduction. Each of these kernels exposes tunable workgroup sizes,
shared-memory tile sizes, and per-thread or per-subgroup tile sizes.

To select performance-portable defaults, we ran a large empirical
study, exhaustively sweeping thousands of configurations across
four GPUs from four different vendors over matrix shapes drawn
from representative LLM workloads. From this data we derived
performance-portable defaults that maximize average performance

3We find that offloading single-token sampling to the GPU in WebGPU currently does
not improve performance. Optimization here is an area for future work.
4During development we observed that using f16 accumulation for the register-tiling
kernel caused some models, e.g., Qwen2.5, to generate incoherent output on Apple
M-series GPUs, so we currently use f32 accumulation for this kernel. Differences in
floating-point precision is a well-known issue, and handling it within WebGPU and its
applications is not a solved problem.

across the GPUs while minimizing worst-case slowdowns, deliver-
ing a 41% kernel-level speedup on average over hand-picked values
chosen during development (which was primarily done on systems
with Apple GPUs). Pushing this data-driven approach further to
more devices, more workload sizes, and more browser configura-
tions is a natural direction for future work (Sec. 9).

FlashAttention. As attention is one of the central operations in
LLM inference, our library implements several variants. Rather than
materializing the intermediate QK^T scores and softmax probabili-
ties, these kernels stream over the KV cache in tiles and maintain
the online-softmax state directly inside the kernel. The FlashDecod-
ing implementation is optimized for decode; it maps one query row
to one workgroup, keeps the row maximum, exponential sum, and
output accumulator local to that row, and iterates over cached K/V
tiles. The tile path targets larger query chunks, e.g., during pre-
fill, by processing multiple query rows per workgroup and staging
Q/K/V tiles in workgroup memory for better reuse. The implemen-
tation also contains a subgroup-matrix variant for environments
where this experimental WebGPU feature is supported. The back-
end also supports quantized KV-cache formats such as q4_0 and
q8_0 by dequantizing K/V blocks while loading them from global
to shared memory in the attention kernel.

3.3 Quantization-Aware Kernel Design
As introduced previously, llama.cpp supports a diverse and evolv-
ing set of quantization formats, ranging from legacy schemes, e.g.,
q4_0, q8_0, to more advanced formats such as K-quants, I-quants,
and most recently q1_0. Dequantization is primarily needed in
operations involving model weights, e.g., matrix-matrix and matrix-
vector multiplications. In these operations, weights are stored in
compressed formats and must be dequantized on-the-fly during
computation. However, the activations in the KV-cache used in
attention can also be stored in quantized form, requiring dequanti-
zation during attention score computation.

A central challenge arises from the diversity of quantization lay-
outs. Formats differ in block sizes, scaling factors, and bit-packing
strategies. WebGPU has limitations on how types like structs are
loaded from memory, as well as the required alignment of data
types. To achieve better performance and portability, in the kernels
all quantization formats are represented as flat buffers of unsigned
32-bit (u32) types, with dequantization routines interpreting these
values depending on a format specified at compile time5.

Dequantization routines are integrated directly into kernels, with
the particular routine chosen during preprocessing by the kernel
library at compile time. For matrix multiplication, which is primarily
compute-bound on most GPUs, we adopt a shared-memory tiling
strategy; threads within a workgroup collaboratively load quantized
blocks, dequantize them into shared memory, and reuse the decoded
values across multiple output elements. Beyond weight operations,
these routines can also be reused for KV-cache dequantization
during attention.

In contrast, matrix-vector multiplication is a memory-bound
operation with limited data reuse. During implementation of this
operation, we determined that a shared-memory tiling strategy for
5For efficient memory loading, it would be more beneficial to represent some quanti-
zation formats as buffers of u16s, but WebGPU does not yet support this type.
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Table 3: Models and weight formats used for cross-device eval-
uation. llama is additionally used in the cross-framework,
browser-vs.-native, and cross-quantization studies; the four
variants in its rows span the cross-quantization study.

Model Short Name Type Weights Filesize (GB)

LFM2.5-350M [2] lfm H q4_k_m 0.23
Bonsai-1.7B [55] bonsai B q1_0 0.25
Gemma3-270M [60] gemma3 T q4_k_m 0.25
Qwen3-0.6B [67] qwen3 T q4_k_m 0.40
Granite4-1B [28] granite H q4_k_m 0.90
Qwen3.5-2B [56] qwen3.5 T q4_k_m 1.28
SmolLM3-3B [4] smollm T q4_k_m 1.92
Ministral3-3B [37] ministral T q4_k_m 2.15
Gemma4-E2B [19] gemma4 T q4_k_m 3.11
Llama3.2-1B [41] llama T q2_k, q4_k_m 0.58, 0.81

q8_0, f16 1.32, 2.48
T: Transformer. H: Hybrid SSM. B: 1-bit transformer.

Table 4: Devices used in our evaluation. Chrome is the
browser used except on iOS, where Safari is the only We-
bGPU option.

Vendor GPUs Operating Systems Example Hardware

NVIDIA 3 Linux, Windows RTX 5080∗† , RTX 5070
AMD 1 Linux RX 7900 XT†

Intel 2 Linux, Windows Arc B580† , Iris Xe
Apple (macOS) 3 macOS M4 (32 GB)∗† , M2
Apple (iOS) 2 iOS iPhone 17 Pro Max
Qualcomm 2 Android, Windows Snapdragon X Elite
Samsung 1 Android Galaxy S24 (Xclipse)
ARM 1 Linux Mali (Valhall)
Imagination Tech. 1 Android PowerVR D-series

Total GPUs 16
∗ Used in cross-framework memory efficiency eval.
† Used in cross-framework and native performance evals.

matrix-vector multiplication, as appears in other cross-platform
portable libraries like CLBlast [49], was not a good fit for the many
dequantization routines we wanted to support. Instead, we imple-
ment routines that dequantize directly into registers, improving
access patterns to quantized memory and allowing the same under-
lying kernel to support llama.cpp’s diverse quantization families.

Our implementation supports the majority of quantization for-
mats available in llama.cpp, including legacy formats, K-quants,
I-quants, and q1_0. Notably, this support is achieved without requir-
ing format-specific kernel rewrites and enables rapid extensibility:
for example, when q1_0 was introduced alongside the Bonsai model
family, we were able to integrate support by adding the new de-
quantization routine without modifying the surrounding matrix
operation implementations.

While our current implementations demonstrate competitive
performance, they also reveal opportunities for further optimiza-
tion. In particular, tighter integration between quantization layouts
and GPU execution strategies, e.g., exploiting subgroup operations
or specializing for specific bit-width patterns, may yield additional
gains. These observations motivate future work on deeper co-design
between quantization schemes and hardware-aware kernel genera-
tion.

4 Experimental Setup
We evaluate LlamaWeb across a diverse set of models, model weight
formats, hardware platforms, and execution environments. Table 3
summarizes the models and weight formats used in our study, while
Tab. 4 summarizes the evaluated devices. Our evaluation spans 10
models across 16 devices from 8 GPU vendors, including desktop
and mobile hardware. The evaluated models include traditional
transformer architectures, recent hybrid state-space models, and
a 1-bit transformer variant, allowing us to study the behavior of
WebGPU inference across diverse model architectures.

Many llama.cpp quantization strategies do not uniformly quan-
tize model weights across all layers, instead heuristically choosing
a layer’s weight format. Therefore, llama.cpp model variants are
often named after the quantization format that is predominantly
used. In particular, several strategies for q4_k quantization exist.
To standardize our experiments, we specifically use q4_k_m model
variants for all llama.cpp q4_k evaluation.

To support large-scale evaluation in the browser, we develop a
benchmarking harness for the browser that automates model load-
ing, warmup runs, repeated execution, and collection of throughput
statistics. Not all models run on all devices; for example, on iOS
devices Safari tab memory is limited to <500 MB. The full evaluation
sweep takes anywhere from ∼10 minutes on a high-end discrete
GPU to over an hour on low-power mobile GPUs. Across all 16
devices, cumulative time for the 481 benchmark runs in our dataset
was approximately 25 hours.

For performance measurements, we separately evaluate both
prefill and decode phases of inference. Prefill measurements use
an input prompt length of 512 tokens, while decode measurements
generate 128 output tokens. To study the impact of attention and KV-
cache growth on performance, for some evaluations we measure
each workload at KV-cache depths of 0 and 2048 tokens. Each
experiment is repeated 5 times and we report averaged results.

All browser-based experiments are executed using WebGPU-
enabled browsers on each platform. In our pilot experiments, we
observed substantial implementation-dependent performance dif-
ferences across browsers. Chrome and its underlying Dawn We-
bGPU implementation consistently provided the highest and most
stable WebGPU performance across many platforms, and is there-
fore used for all reported experiments unless otherwise noted. Sa-
fari is used for iOS devices where alternative browser engines are
unavailable. Although Firefox supports WebGPU, we observe sub-
stantially lower performance, e.g., on an Apple M3 the llama model
with q4_k_m weights runs at ∼1 tok/s on Firefox, but ∼52 tok/s on
Chrome, so we therefore omit Firefox results from our evaluation.

5 Memory Efficiency
Figure 3 shows memory usage while running inference in the
browser on the llama model with f16 weights across different
frameworks, browsers, and devices. We collected data using Lla-
maWeb, the WebLLM example webpage [45], and Transformers.js
examples [26]6. Memory usage data was collected by launching a
fresh browser instance and using platform-native tools to collect

6At evaluation time these examples had not been updated to Transformers.js 4.0, so we
manually updated them to ensure we were comparing against the most recent release.
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Figure 3: Memory usage for the llama model with f16 weights
during inference.

memory usage for the unified tab process for Safari, and the tab pro-
cess and GPU renderer process for Chrome. Each framework was
prompted to generate sufficient decode output for measurement.

In all four cases, LlamaWeb uses the least memory, with a geo-
metric mean of normalized peak memory usage 49% lower than
WebLLM and 41% lower than Transformers.js across the four test-
ing configurations. On the Apple M4 Pro GPU, the memory usage
of LlamaWeb was 13% better than WebLLM and 16% better than
Transformers.js on Chrome. On Safari, this gap grew to 28% better
than WebLLM and 59% better than Transformers.js. As the graph
shows, the memory usage of Transformers.js on Safari climbed
to 10 GB until the tab was eventually killed, meaning that some
combination of the Transformers.js codebase and Safari’s WebGPU
implementation caused a memory leak.

LlamaWeb also used less memory than other frameworks on the
NVIDIA RTX 5080. Running Chrome on Linux, LlamaWeb used
24% less memory than Transformers.js and 23% less than WebLLM.
Running Chrome on Windows, LlamaWeb used 20% less memory
than Transformers.js and 61% less than WebLLM. WebLLM memory
usage also climbed to around 10 GB on this configuration, most
likely due to a memory leak. While total memory usage varies
widely based on operating system, browser, and WebGPU backend,
LlamaWeb consistently uses the least memory and does not suffer
from memory leaks. Together, these results validate the memory-
efficient design of LlamaWeb and show that developers must pay
close attention to cross-platform memory usage while building
applications using WebGPU.

The inefficiency of Transformers.js’s steady-state memory usage
can be explained in part by how it creates temporary copies of
models into CPU buffers before sending them to GPU buffers, cre-
ating an unnecessarily large memory footprint. Similarly, WebLLM
temporarily loads the entire model into JavaScript memory before
sending it to the GPU, whereas our integration with wllama loads
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Figure 4: Median LlamaWeb throughput across all 10 models
(Tab. 3) on 16 GPUs from 8 vendors, grouped into three per-
formance clusters via :-means.

models into GPU buffers directly from OPFS through a small set of
transfer buffers.

A last point of comparison is model sizes; llama.cpp’s GGUF for-
mat and MLC’s model files are often similarly sized, while ONNX
models are larger due to serialization overhead. WebLLM and ONNX
model files are also mandatorily sharded, by design or due to Proto-
buf’s 2 GiB maximum file size [17] respectively. In contrast, GGUF
models can be stored as either a single file or sharded across multiple
files, giving developers more flexibility in deployment strategies.

6 Performance Evaluations
We evaluate cross-device performance across the 10 models in
our study on 16 devices, and evaluate native performance and
compare performance of several WebGPU inference frameworks
on an NVIDIA RTX 5080, Apple M4 Pro, AMD RX 7900 XT, and
Intel Arc B580.

6.1 Performance-Portability Across Models and
Devices

To evaluate LlamaWeb’s portability, we run all 10 models in Tab. 3
across every WebGPU-capable device in Tab. 4 with q4_k_m weights
(or q1_0 for Bonsai) and depths of 0 and 2048 for the KV-cache. To
understand how different GPUs behave and their similarities to
one another, we group the devices into three clusters via : -means
on each device’s log-throughput feature vector across all (model,
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phase, KV-cache depth) measurements. For more details on the
clustering strategy, see App. C.

The three clusters end up reasonably representing GPU capa-
bilities and performance: the first cluster (high) contains high-end
discrete GPUs like the NVIDIA RTX 5080, the second cluster (mid)
contains integrated and high-end mobile GPUs like an Apple M2
and Galaxy S24, and the third cluster (low) contains low-power
and efficient GPUs from iPhones and Android devices (Adreno,
Mali, PowerVR). To our knowledge, this is the largest cross-device,
cross-model evaluation of a single browser-based inference engine,
and the first to include mobile devices. LlamaWeb runs every model
in our suite on devices in the high and mid clusters, while GPUs in
the low cluster were only able to fit the four smallest models (lfm,
bonsai, gemma3, and qwen3) due to memory constraints.

Figure 4 shows the median prefill and decode tok/s throughput
for each model, cluster, and KV-cache depth. Throughput varies
by several orders of magnitude due to varied device performance
and model size, highlighting how LlamaWeb is able to adapt to
the extremely heterogeneous browser landscape. On devices in the
high cluster, smaller models reach above 3k tok/s during prefill and
100 tok/s during decode, while dropping to 65 tok/s during prefill
and 30 tok/s during decode on the large gemma4 model. Throughput
on the low cluster is significantly lower, with decode in the range of
4–17 tok/s, but still shows that capable small models can run even
in extremely constrained environments. Our results also show that
while increased KV-cache depth has some effect on performance,
LlamaWeb is able to scale to handle higher contexts while still
achieving reasonable performance. For a more complete breakdown
of model performance on every device in our study, see App. D.

6.2 Native Performance
Along with the cross-device study, we also run llama.cpp natively,
i.e., outside the browser, on four GPUs under several configura-
tions as shown in Fig. 5 using llama.cpp’s llama-bench tool. Native
backends vary across devices, while Vulkan offers another cross-
platform implementation for comparison against WebGPU. In the
browser, WebGPU compilers add safety checks to avoid out-of-
bounds buffer accesses and division-by-zero, so we also run the
WebGPU backend with and without checks enabled gives a more
comprehensive view of WebGPU performance. The WebGPU back-
end can also use the subgroup matrix feature when running natively
through the Dawn WebGPU implementation, increasing the per-
formance of our matrix multiplication and FlashAttention kernels.

As can be seen in Fig. 5a, the CUDA and Vulkan backends still
significantly outperform WebGPU by up to 10× during prefill and
2.5× during decode across both model weight formats, likely due
to better utilization of tensor cores and access to vendor-specific
advanced features like asynchronous memory loads. Similarly, the
Metal backend always outperforms the WebGPU backend, by over
2× during prefill and 50% during decode, although the difference is
not as dramatic due to the lack of tensor cores and the lower overall
performance on the smaller Apple GPU. We also run Vulkan on
the Apple GPU using MoltenVK [32] and find that the WebGPU
backend is up to 59% faster during prefill and 45% faster during
decode. On the AMD GPU, the results vary; while the native HIP
backend does always outperform the WebGPU backend, the Vulkan
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Figure 5: Throughput of the llama model across different
llama.cpp backends and weight formats. The native backend
is CUDA on the NVIDIA GPU, HIP on the AMD GPU, SYCL
on the Intel GPU, and Metal on the Apple GPU.

backend underperforms the WebGPU backend during prefill by 3×,
but outperforms even the native HIP backend during decode by 38%
on the q4_k_m model. On the Intel GPU, the WebGPU backend, with
safety checks disabled, provides the most performant prefill on the
f16 model, beating the SYCL backend by 23%, and still outperforms
the native SYCL backend by 10% during decode on the same model.

Overall, these results highlight that LlamaWeb is a competitive
cross-platform implementation, matching and exceeding even na-
tive backend performance in some configurations, with room to
improve in others. Importantly, it shows that cross-device tuning
is an important part of building a portable inference engine, as
LlamaWeb’s tuned matrix multiplication parameters allow it to out-
perform the Vulkan-specific backend on some devices, despite the
fact that Vulkan is the underlying runtime for WebGPU on Linux
systems. Comparing performance with and without safety checks
reveals that they cause an average 14% and 23% slowdown during
prefill on the q4_k_m and f16 models respectively, and a 5% and
1% slowdown during decode. These slowdowns, which reached up
to 42% during prefill on the NVIDIA RTX 5080, show that there
are opportunities for safe WebGPU to improve its performance,
e.g., through better static analysis of memory accesses to remove
runtime bounds-checks.
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Figure 6: Throughput comparison for the llama model with
f16 weights across web frameworks on Chrome. The oper-
ating system is macOS for the Apple GPU, Windows for the
NVIDIA GPU, and Linux for the Intel and AMD GPUs.

6.3 Framework Comparison
We evaluated LlamaWeb performance against other frameworks
by recording prefill and decode throughput on the llama model
with f16 weights on Chrome on the same 4 GPUs as Sec. 6.2, with
results shown in Fig. 6. Because we did not have fine-grained control
over benchmarking other frameworks, we used a consistent large
prompt to measure prefill and a prompt that led to a relatively long
decode stage to collect all measurements7.

We calculate the geometric mean of normalized throughput
across devices, as this avoids biasing devices with higher abso-
lute throughput and correctly weights ratios. Overall, LlamaWeb
achieves approximately 54% higher decode throughput than We-
bLLM and 69% higher decode throughput than Transformers.js,
highlighting how our optimizations combine to provide state-of-the-
art browser inference performance. However, prefill performance
lags behind, with LlamaWeb achieving only 49% of WebLLM’s
throughput and 79% of Transformers.js’s throughput.

The prefill gap can most likely be explained by: (1) WebLLM’s
use of TVM’s sophisticated kernel fusion techniques to bring down
the costs of loading model weights repeatedly for different small op-
erations, and (2) Transformers.js’s matrix multiplication subgroup-
optimized implementation. In contrast to Transformers.js, LlamaWeb
currently relies on a more portable, but less efficient register tiling
matrix multiplication implementation in the browser, while our
more performant kernel relying on the newer subgroup matrix fea-
ture can only run natively. In fact, using the prefill numbers from

7For the exact prompts used, see App. E.
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Figure 7: Throughput on the llama model across four weight
formats (q2_k, q4_k_m, q8_0, f16 ), grouped by the same device
clusters as in Sec. 6.1.

running LlamaWeb natively with checks from Sec. 6.2, LlamaWeb
outperforms the prefill numbers from other frameworks on every
device except WebLLM on the Apple M4 Pro, with a geometric
mean speedup of 88% over WebLLM and 205% over Transformers.js.
Therefore, although subgroup matrices are not yet available in
browsers, LlamaWeb is in a strong position to provide competitive
prefill performance once the feature reaches general availability.
Implementing kernel fusion in LlamaWeb is also an exciting area
for future work.

7 Quantization Performance
To characterize how our templated dequantization kernels scale
across bit widths, we run the llama model on the high and mid clus-
ters from Sec. 6.1 across four model weight formats: q2_k, q4_k_m,
q8_0, and f16 (Fig. 7). The low cluster is excluded from this study
because the larger formats exceed Safari’s iOS tab-memory budget.

As a memory-bound operation, decode throughput (Fig. 7b)
shows a clear speedup when moving from f16 to q8_0 weights,
e.g., 20% on the high cluster and 53% on the mid cluster with a
KV-cache depth of 0. However, performance does not scale linearly
when moving to lower-bit quantization formats; while the lower
memory traffic does lead to an 8% increase in throughput when
moving from q8_0 to q4_k_m weights on mid cluster, moving from
q4_k_m to q2_k weights causes a 17% decrease in throughput on
the same cluster. Prefill (Fig. 7a) shows a flatter profile, and the
f16 weight format actually performs best on the mid cluster, with
a median throughput of 152 tok/s vs. 79 for q4_k_m. Generally,
performance across model weight format stays within an order
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of magnitude, and the gap between the fastest and slowest model
weight format for prefill is only 25% on the high cluster.

KV-cache growth has a similar effect across formats. Prefill drops
10–20% from depth 0 to 2048 on the high cluster regardless of
weight format, consistent with the attention computation becom-
ing proportionally larger. Decode is barely affected: median q4_k
throughput only falls from 107 to 99 tok/s on the high cluster, and
the other formats track within a few percent. Once a model weight
format is chosen, KV-cache scaling behavior is fairly predictable.

These results show that as it stands llama.cpp quantization in We-
bGPU is mainly a technique for reducing the memory requirements
for running a given model, rather than a performance optimiza-
tion. Dequantization routines for generic model weight formats are
complex and computationally heavy compared to hardware-native
formats like nvfp4, which WebGPU does not support, and the cur-
rent layouts may not be optimized for performance on the variety
of GPUs that WebGPU targets. However, the results do validate
that the templated kernels introduced in this work deliver com-
petitive performance across various formats, and lay a foundation
for future optimization work. For a more complete breakdown of
model weight format performance across devices, see App. F.

8 Related Work
LLM Inference Engines. In the browser, WebLLM and Transform-

ers.js provide WebGPU-based inference through MLC-LLM and
ONNX Runtime, and we compare against these frameworks in our
evaluation. WeInfer [6] improves aspects of WebLLM’s execution
scheduling, but does not target the same broader goals around mem-
ory efficiency, performance portability, and quantization support
explored in this work. MediaPipe [39] also supports WebGPU infer-
ence, though current examples and documentation focus primarily
on Gemma-family models. Outside the browser, systems such as
MLX [23], vLLM [34], and TensorRT-LLM [51] target native GPU
backends and high-throughput server inference, often emphasiz-
ing batching and datacenter deployment rather than execution on
consumer and edge devices.

Performance Portability. The existing browser-based inference
frameworks we evaluate do specialize some kernels based on device
characteristics, but their limited performance portability strategies
are generally undocumented. Beyond WebGPU, prior work has for-
malized the notion of performance portability and proposes quanti-
tative metrics for measuring performance gaps [54]. Portable GPU
libraries such as CLBlast expose numerous tuning parameters per-
kernel and maintain community-contributed databases of kernel
performance [49]. Auto-tuning frameworks like GPTune explore
large optimization spaces for parallel applications and leverage
performance data collected from many machines to guide future
tuning decisions [38]. These techniques are complementary to the
design goals of the LlamaWeb kernel library, as it can evolve to
support more sophisticated tuning strategies and integration with
kernel tuning frameworks.

Quantization. Quantization approaches can be broken down into
training and post-training methods. In quantization-aware train-
ing, weights are learned while taking into account quantization

effects [7, 12, 29]. Post-training quantization (PTQ) includes weight-
only methods such as GPTQ [13], which does substantial offline
analysis and optimization while modifying weights, and AWQ [36],
which does a more lightweight statistics-based analysis. Runtime-
aware PTQ methods like SmoothQuant [66] and LLM.int8() [10]
combine offline analysis with runtime computation like activation
scaling or mixed-precision execution. Quantization work is often
based around developing new quantization strategies, rather than
integrating them into a single runtime and templated kernels like
this work. Support for various model weight formats and develop-
ing extensible kernel formats like we do in this work is an important
step towards the development and deployment of novel quantiza-
tion techniques.

9 Future Work
This work is only the starting point for LlamaWeb and inference in
the browser using WebGPU. Within LlamaWeb itself, interesting
future work opportunities include: (1) advances in performance-
portable tuning techniques to enable maximal WebGPU perfor-
mance on diverse systems, (2) new techniques for handling the
functional and performance requirements of diverse quantization
formats, (3) dynamic kernel fusion to reduce the overhead of repeat-
edly loading memory and launching many small GPU kernels, and
(4) support for mixture-of-expert and multi-modal models in We-
bGPU (with several llama.cpp contributors already making strides
in this direction).

There are also opportunities to optimize WebGPU implemen-
tations and improve the specification itself to better support ap-
plications like LLM inference in the browser, including: (1) static
analysis techniques and optimizations to avoid safety and bounds-
checks, which decrease performance in the browser, (2) more robust
language-level handling of floating-point differences across systems
to ensure model stability under lower-precision execution, and (3)
extensions to WebGPU to support new data-types, e.g., u16, that
enable more efficient memory loading and native hardware accel-
eration.

10 Conclusion
In this work, we introduce LlamaWeb, a WebGPU backend for
llama.cpp that is designed with goals of memory efficiency, per-
formance portability, and broad model weight format support in
mind. We show that compared to existing frameworks, LlamaWeb
provides state-of-the-art results with respect to these goals. Lla-
maWeb provides a new opportunity for accessible and performant
browser-based LLM inference, with several outside contributors
already contributing to and utilizing it for exciting new use-cases.
We look forward to seeing how the combined llama.cpp and We-
bGPU ecosystems continue to evolve based upon the foundation
laid in this work.
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A Number of Available Models
We searched Hugging Face for available models for each framework
at the time of submission. LlamaWeb loads models in the GGUF
format, of which there were 177,691 on Hugging Face in May 2026.
While not all of these models are likely to run in the browser due
to large sizes or legacy formats, our tests and evaluation show that
every recent model we tested did run successfully on large-enough
GPUs. Transformers.js uses ONNX Runtime as its backend, and
there were 41,632 ONNX models available on Hugging Face. As
with LlamaWeb, not all of these models are likely to be compati-
ble with Transformers.js, but to provide a fair comparison we use
this number in Tab. 1. WebLLM only directly supports models in
the MLC format, and the Hugging Face mlc-ai model repository
currently contains 400 models in this format.

B Framework Model Weight Support
In this section we briefly discuss the model weight formats available
for inference in each of the three frameworks we evaluate in this
work. Within each framework, a single model and its activations
may be stored in several different formats, depending on how the
model is quantized. However, we do not count each of these po-
tential mixtures separately, and focus only on the core underlying
data formats.

LlamaWeb. Our implementation supports f32 and f16 floating-
point values. As discussed in Sec. 2, WebGPU does not include
support for some native floating-point formats. We also support
the three main quantization families in llama.cpp: legacy, includ-
ing q4_0, q4_1, q5_0, q5_1, and q8_0, K-quants, including q2_k,
q3_k, q4_k, q5_k, and q6_k, and I-quants, including iq1_s, iq1_m,
iq2_xxs, iq2_xs, iq2_s, iq3_xxs, iq3_s, iq4_nl, and iq4_xs. Fi-
nally, we recently added support for the new q1_0 format, and
an outside collaborator added support for mxfp4. There are sev-
eral other formats supported by llama.cpp that the WebGPU does
not yet support, but which may be able to be added in the future,
including 64-bit weights and ternary quantization formats.

WebLLM. By investigating the MLC-LLM codebase [46], which
powers WebLLM and uses TVM under the hood, and specifically
its quantization.py file, we determined that WebLLM currently
supports 6 formats, including f32, f16, bf16, f8, and 3 and 4-bit for-
mats. To support hardware-native formats like bf16 and f8, which
are not available in WebGPU, MLC-LLM generates WGSL code that
“legalizes” the weights at runtime through bit-interpretation into
types like f32 and f16 that can be executed by WebGPU. In prac-
tice, e.g., in the hosted WebLLM examples [45], f32, f16, and 4-bit
quantization seem to be the most widely deployed model weight
formats.

Transformers.js. We investigated the Transformers.js [24] and
ONNX Runtime [43] codebases to determine their support for dif-
ferent weight formats. There is no centralized list of quantization
format for the ONNX Runtime WebGPU backend, but we deter-
mined that it likely supports f32, f16, signed and unsigned 8 and
4-bit types interpreted directly as floating point values, as well as
block or tensor-wise 4 and 2-bit quantization. In Transformers.js,
dtypes.js lists support for f32, f16, signed and unsigned 8-bit
types, 8, 4, 2, and 1-bit quantization, and a special type called bnb4.

Table 5: Cluster membership after : -means on log-
throughput feature vectors with : = 3, as analyzed in Sec. 6.1.

Cluster Devices

high RTX 5080, RTX 5070, RTX 40-series, RX 7900 XT,
Arc B580, M4 (32 GB), M3 (16 GB)

mid Iris Xe (iGPU), M2, Snapdragon X Elite, Galaxy
S24

low iPhone 17 Pro Max, iPhone 15, Adreno 7xx, Mali
(Valhall), PowerVR D-series

To our knowledge, bnb4 and 8-bit quantization do not have paths
to the ONNX Runtime WebGPU backend, while 1-bit quantization
is implemented by expanding weights at runtime into a 2-bit rep-
resentation that is compatible with the ONNX Runtime WebGPU
kernels. This means that while 1-bit models are still stored in a
compact form, they incur a memory overhead at runtime. Overall,
this leads us to conclude that 7 weight formats are supported for
inference in WebGPU by Transformers.js.

In practice, we find that like WebLLM, the publicly available
Transformers.js examples [26] tend to use f32, f16, and 4-bit quan-
tization model weight formats.

C Clustering GPUs with k-Means
To understand how LlamaWeb performs on GPUs across vendors
and device characteristics, we group the 16 GPUs in our evaluation
in Sec. 6.1 into three clusters via : -means. This appendix documents
how the feature vectors are constructed, how : was chosen, and
which devices end up in each cluster (Tab. 5).

Feature Vectors. Each device contributes one row to the input
matrix. Columns are the per-(model, phase, KV-depth) measure-
ments collected during the cross-device study: 10 models × 2 phases
(prefill, decode) × 2 KV-cache depths (0 and 2048) yields 40 feature
columns. Cell values are log 1? (throughput) in tokens/sec; the log
transform normalizes throughput values which span more than
three orders of magnitude. When a model hasn’t run on a device
(e.g. gemma4 on an iPhone with a tight tab-memory cap), we impute
the missing cell with the per-column median across all devices that
did run it.

Choice of : and Cluster Membership. We fit : -means with : ∈
{2� 3� 4� 5} on the 16-device feature matrix. Inertia decreases without
a sharp elbow (358 → 272 → 223 → 173), highlighting the inherent
heterogeneity of devices supported by WebGPU. For analysis in
this paper, we set : = 3, as it leads to an intuitive split of devices
as shown in Tab. 5. The high cluster captures the high-end dis-
crete GPUs (RTX 5080/5070/40-series, RX 7900 XT, Arc B580) and
the higher-tier Apple silicon (M3, M4). The mid cluster collects
integrated and high-end-mobile GPUs (Iris Xe, M2, Snapdragon X
Elite, Galaxy S24). The low cluster contains iOS devices and the
low-power Android GPUs (Adreno 7xx, Mali (Valhall), PowerVR
D-series, iPhone 15, iPhone 17 Pro Max).
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D Per-Device Portability Results
This appendix supplements Sec. 6.1 with full per-device data for
the portability study. Figure 8a shows the coverage and prefill
throughput across each model and device in our study, while Fig. 8b
shows the decode throughput. Dark blue cells correspond to higher
throughput, light blue to lower throughput, and cells where the
given model-device combo didn’t run are left blank.

Each sub-figure in Fig. 9 and Fig. 10 reports prefill and decode
throughput in bar graph form for a single model across every device
on which it ran. Bars are colored by device family (NVIDIA, AMD,
Intel, Apple-Mac, Apple-iOS, Qualcomm, Samsung, ARM, Imagina-
tion Technologies), with a hatch pattern distinguishing families that
share a color slot. Within each device, paired bars encode KV-cache
depth: solid fill for depth 0 and the same color faded for depth 2048.
Models are presented in order of parameter count.

On a couple devices, e.g., the Arm Mali and Imagination Tech-
nologies PowerVR GPUs, the lfm, gemma3, qwen3, and qwen3.5
models ran successfully at a KV-cache depth of 0, but crashed at a
KV-cache depth of 2048. In these cases, we include the successfully
collected data from the KV-cache of 0 in our clustering and analysis.

E Framework Comparison Prompts
These are the prompts we used to measure prefill and decode per-
formance across different WebGPU inference frameworks for our
evaluation in Sec. 6.3:

• Decode: Write a story about a turtle.
• Prefill: Summarize this story about a turtle. In a small pond

nestled among the tall reeds of a lush forest, a tiny turtle
named Terry lived a simple life. He spent his days swimming
in the pond, chasing after the occasional fish, and basking in
the warm sun on a rock near the water’s edge. Terry was a bit
of an oddity among his fellow turtles, and he had a thirst for
adventure. He longed to explore the world beyond his pond,
to discover new lands, and to meet new creatures. One day,
a strong storm rolled in, bringing heavy rain and powerful
winds. The pond began to flood, and Terry found himself
swept away by the rushing water. He tumbled through the air,
his shell rattling against the rocks, and landed with a splash
in a nearby stream. As he struggled to swim back to the pond,
Terry spotted a small wooden boat drifting downstream. The
boat was old and weathered, but it looked sturdy enough to
carry him to safety. Without hesitation, Terry scurried into the
boat and began to paddle. The journey was long and arduous,
but Terry persevered. He navigated through treacherous rapids
and dodged snapping fish. Finally, after what seemed like an
eternity, he spotted the familiar outline of his home pond. As
he emerged from the boat, Terry was greeted by a group of
friendly otters, who had been watching him from a distance.
They welcomed him with open arms, and Terry was amazed
by their kindness and generosity. The otters took Terry under
their wing, teaching him how to catch fish and navigate the
waters. They showed him the secret spots where the best food
could be found, and they introduced him to their friends, a
wise old beaver named Benny. Benny, it turned out, was a
master of the forest. He had spent years building a network
of hidden tunnels and secret passageways, which he used to

transport his family and friends to safety during times of
drought or flood. Terry was amazed by the complexity of the
beaver’s underground world and begged Benny to take him
on a journey through the forest. Benny, seeing the excitement
in Terry’s eyes, agreed to take him on a journey. As they
explored the forest together, Terry discovered a hidden world
of creatures he had never seen before. There were rabbits with
bright pink noses, squirrels with fluffy tails, and even a family
of field mice who lived in a cozy little burrow. The journey
was long and winding, but Terry was thrilled to be a part of
Benny’s secret world. He realized that there was more to life
than just swimming in the pond and catching fish. He had
discovered a new passion, one that would take him on many
more adventures in the years to come. From that day on, Terry
became known as the greatest turtle explorer in the forest. He
continued to visit his friends and family, but he also began
to explore the world beyond his pond. He discovered hidden
waterfalls, secret meadows, and even a hidden cave or two.
And though he still lived in his pond, Terry knew that he had
found a new home, one that was full of adventure, friendship,
and the thrill of discovery.

F Per-Device Quantization Results
This appendix supplements Sec. 7 with full per-device data for the
cross-quantization study. Similar to App. D, Fig. 8c and Fig. 8d
show the coverage and prefill and decode throughput respectively
of running the llama model with different weight formats across
the devices in our study, and each sub-figure in Fig. 11 reports the
throughput per-device and weight format in bar graph form.
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(a) Per-device prefill throughput across models. (b) Per-device decode throughput across models.

(c) Per-device prefill throughput across model weight formats. (d) Per-device decode throughput across model weight formats.

Figure 8: Coverage matrices for the portability and cross-quantization studies. Each cell reports throughput on a shared log
color scale; blank cells indicate that the model or quantization variant did not run on that device. Heatmaps within each panel
show KV-cache depth 0 (top) and 2048 (bottom).
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(a) lfm prefill (b) lfm decode

(c) bonsai prefill (d) bonsai decode

(e) gemma3 prefill (f) gemma3 decode

(g) qwen3 prefill (h) qwen3 decode

(i) granite prefill (j) granite decode

Figure 9: Per-device prefill and decode throughput by model, part 1 of 2.
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(a) qwen3.5 prefill (b) qwen3.5 decode

(c) smollm prefill (d) smollm decode

(e) ministral prefill (f) ministral decode

(g) gemma4 prefill (h) gemma4 decode

(i) llama prefill (j) llama decode

Figure 10: Per-device prefill and decode throughput by model, part 2 of 2.
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(a) q2_k prefill (b) q2_k decode

(c) q4_k_m prefill (d) q4_k_m decode

(e) q8_0 prefill (f) q8_0 decode

(g) f16 prefill (h) f16 decode

Figure 11: Per-device prefill and decode throughput for llama under different model weight formats.
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